
ON

T HE EVOLUTIO N OF LANGUAGE
BY MEANS OF

C U LT U R A L T R A N S M I S S I O N

DEMONSTRATED BY AN EXPERIMENT MODELLING THE CUMULATIVE 

ADAPTATION OF LANGUAGE THROUGH CULTURAL TRANSMISSION

0703035

DEPARTMENT OF ENGLISH LANGUAGE

UNIVERSITY OF GLASGOW

2010



PREFACE

In 1866 the Société de Linguistique de Paris forbade any further speculation 

regarding the origin of human language citing the abundance of wildly conjectural 

and whimsical theories. For some hundred years thereafter, the puzzle of language 

origins was much neglected. Thankfully, the Generative linguists of the ’60s 

reignited the debate, and since then fascinating advances have been made. 

However, we now live in a world that knows a great deal about natural selection, 

genetics, neuroscience, linguistics, artificial intelligence... (just some of the fields 

that feed into language origins), and far from solving this intricate puzzle, its 

highly multi-disciplinary quality has only polarized opinion and stifled debate. 

Differing theories have been presented as entirely incompatible with other 

theories, all of which offer thoroughly convincing arguments. But since no one 

individual can be an expert in all the relevant fields, the best we can hope for is 

that the various academics might one day converge on a single cohesive argument, 



and I remain optimistic that I’ll still be around to find out what it is that makes me 

human.

In this dissertation all I can expect to do is set forth just a snippet of what 

has been said to date in just one little niche area that has been accumulating 

increasingly more and more interest over the past ten or twenty years. This branch 

of arguments asserts that the evolution of language can only be understood in the 

wider context of society, which has, unfortunately, been much neglected. As such, 

I present five chapters: the first deals with the orthodox theory in generative 

linguistics; the second endorses the important role of society; the third shows how 

we might test this role under empirical observation; the fourth presents an 

experiment that I have conducted assessing this society hypothesis; and the final 

chapter demonstrates how all this might, at least, make some contribution to 

understanding the origins of language.

I must express enormous thanks to Dr Wendy Anderson, the supervisor who, 

from the outset, showed encouraging enthusiasm for this undertaking, and was 

always ready with honest advice, and useful suggestions. Thank you. Thanks too 

to Prof John Corbett for his copy of that episode of Horizon, and the departmental 

office for granting me solace in, paradoxically, Room 101. Humblest gratitude 

goes to Prof Simon Kirby and Hannah Cornish at the University of Edinburgh, 

who gave me a few pointers regarding their endlessly fascinating (I think) 

experiment, and who were the initial spark for this undertaking. (This is a mere 

extension, a tiny appendage, of your work.) Thanks also to Scott Seyfarth at 

Northwestern University, Illinois, whose advice on the nuts and bolts of the Monte 

Carlo technique was 27! times clearer than any book or website. Many thanks to 

Aline for her excellent proofreading, invaluable advice, and, most importantly, 
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valued friendship. Danke! Ich vermisse dich. Much love to my parents who, 

among many other things, kept the biscuit cupboard replenished while I was 

writing this up. And finally, though they can’t be named, I must express enormous 

kudos to all my participants, who endured the tedium of alien appellations, and 

gave me – albeit unwittingly – fabulous data.
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UNIVERSAL GRAMMAR

THE LANGUAG E A C Q U I SI TI O N  D EV I C E

A N D  D E D U C T I O N  A P R I O R I

In this chapter, I offer a review of Generative linguistics, specifically Universal 

Grammar (herein UG), and the associated concept of an innate Language 

Acquisition Device (LAD) in the human brain. While UG, at heart, offers an 

empirical observation of linguistic universals, theory concerning an innate 

language faculty is a hypothetical abstraction of the neurological basis from which 

our surface observation of linguistic universals is obtained. I argue here that this 

abstraction simply replaces the question, ‘Why do linguistic universals exist?’ 

with, ‘Why does the language faculty exist?’, thereby appealing to an argument of 

a priori deduction.

What is Universal Grammar?

Chomsky defines UG as ‘the system of principles, conditions, and rules that are 

elements or properties of all human languages’ (Chomsky, 1976: 29). Aside from 



this definition, there is no better way to explain UG than to get stuck into some 

examples. So, for instance, according to UG there is a linguistic switch – the pro-

drop parameter – which ‘determines whether the subject of a clause can be 

suppressed’ (Chomsky, 1988: p64). The parameter is boolean in nature, that is to 

say, may be switched either on or off1. In English, subject suppression is not 

possible – or, at least, results in an expression that is not grammatical2; the pro-

drop parameter is, therefore, switched off in English speakers. In many other 

languages, however, subject suppression is possible. A simple tabulation can 

demonstrate the ‘setting’ of the pro-drop parameter in a number of languages. 

Here, red text signifies an ungrammatical expression; the = symbol means is 

equivalent to; the ≠ symbol means cannot be expressed by.

Language	
 Subject + verb	
 Subject removed	
 Parameter setting

English	
 i speak	
	
 ≠	
 speak3	
 	
 	
 off

German	
 ich spreche	
 ≠	
 spreche	
 	
 off

Norwegian	
 jeg snakker	
 ≠	
 snakker	
 	
 off
–––––––––––––––––––––––––––––––––––––––––––––––––––––––––––––––
Finnish	
 minä puhun	
 =	
 puhun	
 	
 	
 on

Serbian	
 ja govorim	
 =	
 govorim	
 	
 on

Spanish	
 yo hablo	
 =	
 hablo	
 	
 	
 on
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1 More formally, the parameter specifies whether or not inflection is a proper governor, i.e. whether 
an inflectional affix alone suffices to convey the subject of the clause (switched on), or does not 
suffice (switched off).

2 Where by ‘grammatical’ we mean, grammatical according to the generally accepted natural rules 
of the language community, not to elitist or prescriptivist rules of the language.

3 ‘Speak English’ is valid in the context of an imperative, but is not a grammatical expression of 
the meaning ‘I speak English’; furthermore, n.b. we refer to denotative meaning rather than to 
connotative: our two Spanish examples, for instance, are equal in denotation, despite conveying a 
different nuance of meaning (in this case emphasis).



There is an obvious dichotomy here, and the simple reason for this – as 

expressed by the formal description of the parameter1 – is that Finnish, Serbian, 

and Spanish are inflectional languages, whose verbal inflections express the 

person and number of the subject, rendering a subject pronoun redundant; while 

English, German, and Norwegian are not inflectional, and so must retain the 

subject. To exemplify this, compare the present tense paradigm of the verb to 

speak in Norwegian, English, and Finnish:

	
 Norwegian	
 English	
 Finnish

I	
 snakker	
 speak	
 	
 puhun

yous	
 snakker	
 speak	
 	
 puhut

he	
 snakker	
 speaks	
	
 puhuu

we	
 snakker	
 speak	
 	
 puhumme

youp	
 snakker	
 speak	
 	
 puhutte

they	
 snakker	
 speak	
 	
 puhuvat

The Norwegian verb is uninflected throughout the paradigm, and English has just 

one inflection, the -s on the 3rd person singular; Finnish, however, is entirely 

inflected throughout the paradigm.

Parametric observations are only useful to UG, if we can derive from them 

generalized rules. In Generative linguistics, principles are the generalized rules, 

and the Empty Category Principle provides the rule that we can derive from the 

pro-drop parameter4, expressed as, ‘an empty category must be properly 

governed’ (Cook and Newson, 1996: 346). It is posited that a suppressed subject, 

although not vocalized, is formed as an ‘empty category’ in the speaker’s mind, 

denoted pro; in accordance with the Empty Category Principle, pro must be 
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properly governed, that is to say, expressed by some other means; since inflection 

can govern pro, inflectional languages allow suppressed subjects.

Some languages, however, do not fit this dichotomy: Chinese, for example, 

has pro-drop tendencies despite having no verbal inflection. As an example, wǒ 

shuō, I speak may be rewritten shuō, speak, which conveys inherently no 

information about the subject; instead the subject is determined from context. And 

even English may suppress subjects in, for example, the context of heavily 

abbreviated diary entries, where the subject is contextually clear: consider, ‘Got 

home, ate dinner, went to bed’5.

Let us consider another parameter. According to UG, there is a parameter – 

the Head Parameter – which defines ‘the position of heads within phrases’ (Cook 

and Newson, 1996: p16). Again this is a boolean parameter: a language may either 

place the head to the left of the phrase (head-initial), or to the right (head-final). 

This parameter ties in with the Structure-dependency principle, which states that 

‘operations on sentences ... require knowledge of the structural relationships 

rather than their linear sequence’ (Cook and Newson, 1996: 13). It is posited that 

speech must require knowledge of linguistic structure, since a speaker intuitively 

separates the head from its complement; therefore a parameter must exist that 

defines where in a phrase the head occurs to make such an intuition possible. 

English is head-initial, while Hindi, for example, is head-final; compare these 

prepositional phrases6, where the preposition forms the head governing an 

embedded noun phrase:

4     CHAPTER ONE : UG, THE LAD, AND DEDUCTION A PRIORI

5 Notably in the past or present progressive tenses where there is no overlap with the imperative.

6 Of course, in Hindi, these should properly be termed postpositions; I refer to them here as 
prepositions for simplicity.



English	
 	
 	
 Hindi

in the house	
 	
 	
 gharhouse mẽin

on the little table	
 	
 choṭīlittle meztable paron

to my sister	
 	
 	
 merīmy bahinsister koto

Observe here that, in English, the prepositions in, on, and to occur initially in the 

phrase, while in Hindi the prepositions mẽ, par, and ko occur finally. This 

parameter concerns not only prepositional phrases, but other grammatical 

structures too. For example, the head of a verb phrase – the verb – follows suit; 

compare these clauses in English, with their equivalent in Hindi:

English	
 	
 	
 Hindi

i am a teacher	
	
 	
 maĩi adhyāpakteacher hūam

raju read a book	
 	
 rājūraju ne7 kitābbook paṛhīread

i saw their children	
 	
 maĩnei unketheir baccõchildren ko8 dekhāsaw

Observe here that, in English, the verbs am, read, and saw are located initially in 

the verb phrase, while in Hindi, the verbs hū, paṛhī, and dekhā occur finally.

The Head parameter is, however, only a tendency, and doesn’t always apply 

in every language. For example, in German, prepositions occur, as in English, 

head-initially:

English	
 	
 	
 German

across the street	
 	
 überacross diethe straßestreet

to his brother	
 	
 	
 zuto seinemhis bruderbrother

in the air	
 	
 	
 inin diethe höheair
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while verbs occur, unlike English, head-finally9:

English	
 	
 	
 German

i have bought a car	
 	
 ichi habehave eina autocar gekauftbought

they will fly to italy	
 	
 siethey werdenwill nachto italienitaly fliegenfly

where can one drink coffee	
 wowhere kanncan manone kaffeecoffee trinkendrink

With these two examples – the Pro-drop Parameter, and the Head Parameter 

– we have seen that UG defines principles and parameters that express the 

tendencies of a given language: inflectional languages tend to be pro-drop; head-

initial or head-final tends to apply to every grammatical structure. It has been 

proposed, therefore, that ‘universal bias’ might be a more fitting term than 

‘universal grammar’ (Kirby and Christiansen, 2003: 276).

The Language Acquisition Device

Crucial to the concept of UG is the existence of an innate, specialized language 

faculty in the brain. Chomsky writes, ‘The grammar of a language can be 

regarded as a particular set of values for the parameters, while the overall system 

of rules, principles, and parameters, is UG which we may take to be one element 

of the human biological endowment’ (Chomsky, 1982: 7). In early Generative 

linguistics, this innate faculty was termed the Language Acquisition Device, but 

there has been a gradual distancing from this term over the last few decades. 

Nevertheless, Generative linguistics continues to explain the quick and productive 

acquisition of language by the theoretical assumption of innate knowledge of 

basic grammatical structure (Bickerton, 2007: 519). Indeed, the word acquisition 
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itself – so keenly used in Generative linguistics – plays down the role of explicit 

learning, expressing, rather, a kind of automatic absorption of a language (Kirby 

and Christiansen, 2003: 275).

The main impetus for an innate linguistic faculty is, then, the speed at which 

children learn the language(s) of their environment despite the poverty of the 

stimulus. This expression will become important in the next chapter, but is worth 

defining here too. In short, the nativist argument could be outlined as follows: 

children only have access to positive evidence (the set of grammatical sentences to 

which a child has access by listening to others in his environment); and they do 

not have access to negative evidence (ungrammatical sentences to which a child 

does not have access because they are, in general, not produced by other 

speakers). Furthermore, the positive evidence with which the child is presented is 

small and limited in comparison with the infinite possible constructs that he may 

produce. But – barring some physical, cognitive, or social abnormality – all 

children are able to learn a language despite its grammar being ‘unlearnable’ in 

the context of the limited amount of data available. This limited data is referred to 

as the poverty of the stimulus, and there is a wealth of evidence to support it (e.g. 

Pullum and Scholz, 2002).

An innate linguistic faculty is, therefore, deduced in two ways: it explains, 

firstly, the existence of universals, which we identified in the previous section; and 

secondly, the acquisition of language in the face of an impoverished stimulus. We 

argue here, however, that the deduction of a linguistic faculty a priori from this 

evidence alone lacks empiricism. Such evidence would ideally come from 

genetics and cognitive science, and although some very intriguing inroads have 

been made in these areas in recent years, concrete evidence of a centralized, 
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genetically endowed, highly specialized linguistic faculty remains to be identified 

(Bickerton, 2007: 519). Specifically, genetics should link genes with some form of 

Universal Grammar, as proposed by Chomsky, and cognitive psychology should 

demonstrate the biological product of these genes operating in the learning, 

comprehension, and production of language.

Deduction a priori

I am keen not to play down the importance of the human biological endowment in 

relation to our linguistic capability. The fact is that humans have language, while 

other animals do not, and this fact must, ultimately, have a genetic basis. The 

nativist argument, however, leads to a problem of a priori deduction, which Kirby 

(1999: p20) describes as a problem of linkage: It is claimed that the universal 

properties of language arise from the human cognitive machinery. This is 

demonstrated in figure 1.110; observe that one entity – the specialized cognitive 

machinery – gives rise to another entity – the universal properties of linguistic 

structure – without any intervening process. Instead, this linkage is explained by 

the prior process of natural selection, which gave rise to the cognitive machinery. 
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10 In which, synchronic entities are indicated by a continuous line, while diachronic processes are 
indicated by a dashed line.

Fig. 1.1   The nativist deduction a priori
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This inevitably entails a chicken-and-egg problem: put very simply, a non-

linguistic mother (without UG) must have given birth to a linguistic child (with 

UG), and given the highly complex, interdependent nature of the principles and 

parameters of UG, this seems somewhat unlikely.

It is imperative, however, that we tread very carefully here: complexity as a 

result of natural selection occurs everywhere in the animal kingdom – one need 

only consider the eye (or anything else biological) to realize the plausibility of 

specialized cognitive machinery evolving gradually by natural selection. Let us 

imagine, however, that a genetic mutation occurred in an individual in a proto-

linguistic population, which mutation conferred on its host the ability to 

distinguish a past and present tense; it is difficult to see how this would confer any 

selective advantage on that individual, since the other members of the population 

would be unable to comprehend the tense distinction11; furthermore, it is difficult 

to see how this individual would learn to make use of his capacity for tense, if the 

primitive language of his environment makes no tense distinction. In addition, the 

archeological record favours a sudden an recent emergence of language, which is 

incompatible with gradual natural selection for linguistic competence. (Bickerton, 

2007: 520)

But what if the cognitive origin of language lay not in an interdependent 

system of innate principles and parameters that evolved specifically for the 

purpose of language, but, rather, lay in more generalized cognitive processes, 

which originally evolved for other purposes, and were already in place before 
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who were closely related to one another, and therefore shared similar genes. This would imply, 
however, that individual populations evolved UG separately, which does not comply with its being 
universal in first place (Lupyan, 2002: p37).



language emerged? Such a proposition is more explicable genetically12, but it does 

not explain the universal properties of language – why language is the way it is – 

since such generalized machinery would not dictate specific rules for linguistic 

structure. Therefore, the proposition should also include a mechanism by which 

universal properties might emerge. This is broadly what is explained by the 

exaptionist model of language, which argues that language arose in processes 

running parallel to natural selection. This is demonstrated in figure 1.2; observe 

that natural selection gives rise to generalized cognitive machinery, which leads to 

the universal properties of language by way of processes happening in social 

interaction and the cultural transmission of language, about which much more will 

follow in the next chapter.
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12 See e.g. Krause (2007), Pollard (2006), and  Taylor (2009) regarding the search for ‘language 
genes’. Genetics has yet to find evidence of a direct link between individual genes and a 
centralized linguistic faculty.

Fig. 1.2   The exaptionist model
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THE LANG U A G E C O N TA G I O N
ON THE IMPORTANCE OF SOCIAL INTERACTION

Notoriously, Chomsky (among many other Generative linguists) has been very 

reticent to offer a full explanation as to how an innate linguistic faculty (along 

with an innate concept of UG) arose in natural selection (Bickerton, 2007: 519). 

Instead, inferences are deduced from detached individuals who have a 

predisposition to learn language quickly and productively, the consequence of 

which clearly confers a selective advantage on beings who live in a linguistic 

environment: if a child does not learn a language quickly and fluently, he will be 

unable to communicate in an environment where communication is essential. The 

Chomskyan paradigm is, therefore, a good starting point around which we may 

build a full model of human linguistic ability. Figure 2.1 illustrates the 

Fig. 2.1   The Chomskyan paradigm
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Chomskyan paradigm: an innate predisposition for language acquisition allows an 

individual to convert the external linguistic data of his environment into his own 

internal linguistic competence. But how did this predisposition evolve?

Pinker and Bloom (1990) suggest a gradual model of language evolution by 

natural selection, which has been referred to as the adaptionist approach. This 

places the Chomskyan paradigm (that is to say, acquisition) in a gradual 

evolutionary framework. The adaptionist approach proposes that two adaptive 

processes work in tandem, out of which arises a linguistic faculty. The first 

adaptive process is acquisition, which is guided by a LAD and constrained by 

UG; this process occurs on an ontogenetic timescale, and determines an 

individual’s linguistic competence, which contributes to his reproductive fitness. 

The second process, therefore, occurring on a phylogenetic timescale, is evolution 

by natural selection, which favours an innate endowment that facilitates language 

acquisition (a LAD), and constrains the learner to structures that are 

communicatively useful (UG). In turn this second adaptive process feeds back 
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into the first. Pinker and Bloom, therefore, conclude that ‘specialization for 

grammar evolved by a conventional neo-Darwinian process’ (1990: 707). In 

essence, a language faculty evolved by natural selection in response to ever more 

complex languages, illustrated by figure 2.2.

 Blackmore argues, however, that this model fails to explain a satisfactory 

evolutionary function for language (Blackmore, 1999: p95), which Pinker and 

Bloom refer to as, ‘the communication of propositional structures over a serial 

channel’ (1990: 712). Blackmore asks ‘What, then, was the selective advantage of 

“communication of propositional structures over a serial channel”?’ 

Conventionally, the selective advantage of language is viewed in terms of hunting, 

foraging, or avoiding danger, but Blackmore cites the many animals whose 

communication systems have not evolved to offer the same degree of expression 

that human language allows us, even though the same pressure for communication 

exists. Consider, for example, big cats, which hunt in packs; why should humans 

have evolved language, when other species, such as cats, could have benefitted 

from the same evolutionary endowment? Why is homo sapiens the only extant 

species on which evolution bestowed language?

In a different line of argument against the adaptionist model, a number of 

linguists (e.g. Smith et al. 2003) have questioned the validity of the Chomskyan 

paradigm on which the adaptionist model is fundamentally based, since it makes 

reference only to detached individuals, and says nothing of society. This stems 

from the Generative approach to linguistics more generally, which has tended to 

overlook culture and diachrony in favour of individual intuition and synchrony13; 

in the Chomskyan paradigm society is reduced to mere ‘external linguistic data’. 
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Yet, the social nature of language is imperative to its very existence, and should 

be considered an important dynamic in the emergence of language.

Accordingly, figure 2.3 incorporates the Chomskyan paradigm we observed 

above into a social context. In this modified account, an individual’s linguistic 

competence is acquired from external linguistic data, which is itself the 

consequence (in the form of linguistic behaviour) of another individual’s linguistic 

competence, ad infinitum14. Note also, the line labelled ‘cultural transmission’, 

which is worth discussing in a little more detail. Cultural transmission is the 

dissemination of some social behaviour through a population, requiring only the 

cognitive capacity for learning through imitation. Although ‘culture’ might seem 

like a very human word, cultural transmission is widespread among animals, and 

occurs, for example, when primates learn to use tools by imitating others in the 

population. Of particular interest is when cultural transmission operates over 

many generations, allowing behaviours to become tweaked and refined – often by 

accidental discoveries of novel methods; this has been referred to as iterated 

learning. Studies in primate behaviour have shown, for example, that learned 
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Fig. 2.3   Language as a social phenomenon
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sequential behaviours, such as using tools, can become more and more refined as 

they are culturally transmitted. Since human language is essentially a learned 

behaviour, a tool for which linguistic structure is the methodology, cultural 

transmission might offer useful insights into the development of linguistic 

complexity, and more generally the emergence of language itself.

Cultural transmission, as it applies to human language, inevitably entails the 

perpetual, back-and-forth shifting of language from the internal (the mind) to the 

external (the environment)15, which is analogous to the transmission of genes in 

biology, where genetic code continuously shifts from internal expression (DNA) 

to external expression (biological matter). In genetics, this process of transmission 

will sporadically go wrong, and we refer to these errors in transmission as 

mutations. It is well understood that languages are also subject to mutation – how 

else do they change? Figure 2.4 illustrates the transmission of a language from 

one individual to another passing, in the process, through the environment, where 

a number of factors – and there are many more besides these – present obstacles 

to its faithful transmission. It only takes one more appeal to our analogy with 

genetics to realize that a language might adapt to these pressures in a blind 

process of linguistic selection. In other words, a language that is overcome by 
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Fig 2.4   Language adapts in response to a number of factors in the environment
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such pressures will cease to exist, while a language that is successfully transmitted 

will thrive.

What I have outlined here is memetics as it applies to the evolution of 

language. For Blackmore a second replicator in the form of memes is precisely 

what is needed to explain the evolution of language (1999: p93) because it a) 

negates the need to find an evolutionary function for language, and b) explains 

how complex language could arise quickly (since memes operate on a faster 

timescale than genes). Consequently, Blackmore suggests that an organismal 

model of language, operating alongside a biological framework that allows for the 

proliferation of memes, might explain its emergence.

It has been suggested, therefore, that multiple mechanisms should be sought 

to understand the existence of human language. Accordingly, Kirby (e.g. 2004) 

unites the adaptionist and exaptionist approaches in a broader theory of language 

evolution, and suggests that linguistic structure arises from three adaptive 

systems. This model is illustrated by figure 2.5: on the short-term ontogenetic 
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Fig. 2.5   Language arises from three adaptive systems
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timescale, the innate learning biases of an individual drive linguistic evolution 

forward; on the medium-term glossogenetic timescale, linguistic structure 

develops changing the fitness landscape; and on the long-term phylogenetic 

timescale, evolution by natural selection endows us with innate predispositions for 

language according to the universal biases of linguistic structure (cf. figure 2.2).

In summary, if environmental factors – such as noise, ambiguity, and 

disfluency – represent the poverty of the stimulus, then – according to this view – 

linguistic structure might arise not in spite of it, but because of it. In the following 

chapter, models of language evolution, which can test this hypothesis, will be 

considered.
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EMPIRICAL OBSERVATIONS
MODELLING LINUISTIC EVOLUTION

I N  S I L I C O  A N D  I N  T H E  L A B O R ATO RY

The theory introduced in the last chapter has important ramifications for the 

emergence of human language, but first we must be clear about where emergence 

fits in the history of human communication. If we think of human communication 

as a continuum stretching over, say, 100,000 years, there are three important 

stages: firstly, non-language, which offered only an arbitrary system of holistic 

calls; secondly, proto-language, which permitted the reconfiguration of small 

arbitrary units to form a larger arbitrary unit equal to the sum of its parts; finally, 

modern language, which exhibits complex syntax (Scott-Phillips and Kirby, 2010: 

412). Note that these stages refer specifically to the development of grammar, 

since it is the fundamental properties of grammar – such as compositionality, 

recursion, and systematicity – that set human language apart from animal 

communication; as such the channel of communication – be it auditory, visual, 

olfactory, etc – and specific types of symbolism are, by and large, irrelevant to 



models of language evolution.

The primary problem for evolutionary linguistics is that only one of these 

stages – modern language – is available to us today for full analysis, and even 

then linguists have reached little consensus as to how modern language actually 

functions. Understanding how we got from non-language to modern language is 

the holy grail, and one pragmatic method has been to develop models of language 

evolution, which can provide useful – though indirect – evidence by testing 

different hypotheses. In addition, models allow for the simplification and isolation 

of interesting processes, and so, in some sense, might be more useful than direct 

observation of the linguistic environment that existed many tens of thousands of 

years ago. In particular, models can abstract away processes such as natural 

selection, which for obvious reasons is difficult to observe in nature, and focus, 

instead, on specific areas of linguistic evolution. In particular, a large body of 

models have been constructed to test the hypotheses presented in the previous 

chapter – specifically, the role of cultural transmission leading epiphenomenally to 

the emergence of linguistic systems. This is typically done in iterated learning 

models, in which the behaviour of one individual is the product of observation of 

similar behaviour in another individual who acquired that behaviour in the same 

way (Kirby et al., 2008: p10681).

Iterated learning models of cultural transmission

Mesoudi and Whiten (2008) suggest three basic models of the dynamics involved 

in cultural transmission, illustrated in figure 3.1 (which may also be combined in 

other ways). These models consist of agents, denoted here A—F, which represent 

members of a population. In the simple, linear transmission model, each agent 
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represents an entire generation, and the language is transmitted from one agent/

generation to the next. Conversely, the closed group model models inter-agent 

transmission within one generation. The replacement method allows for the 

‘death’ and ‘birth’ of agents, modelling both inter-agent transmission, and 

intergenerational transmission. Iterated learning models are especially useful in 

understanding the dynamics between the individual learner and behaviours at the 

population level. Of particular interest is what happens when learners are exposed 

to imperfect information – referred to as transmission bottlenecks – such as noise, 

or incomplete learning material. In these instances, languages are forced to adapt 

in order to optimize learnability. In such models therefore, transmission 

bottlenecks, analogous to the poverty of the stimulus, lend credence to the 

argument that languages evolve not in spite of the the impoverished stimulus, but 

because of it.

Another consideration when building models of linguistic evolution is the 

possible meaning space, which, in a simple way, represents the environment. 

Scott-Phillips and Kirby (2010) identify two types of meaning space that might be 

used in models: a meaning space may be either prespecified (in which the model 
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is loaded with possible meanings, and the experimenter watches as words evolve 

to express these meanings), or open-ended (in which agents may express any 

possible logical meaning). They further divide prespecified meaning spaces into 

two types: either structured (in which the meaning space adheres to a clear 

semantic paradigm, for example trees that come in three sizes, colours, and 

shapes), or unstructured (in which the meaning space comprises concepts that are 

not systematically semantically related, for example tree, loving, bottle, blue). 

Each of these types of meaning-space allows the experimenter to focus on 

different aspects of language. For example, a prespecified, structured meaning 

space can demonstrate how linguistic structure maps on to semantic structure – 

important in understanding how systematicity evolves in language.

There are a number of other important considerations when building 

models, including the linguistic forms, the novelty of the language and 

environment, and the communication channel (see Scott-Phillips and Kirby, 2010, 

and Galantucci and Garrod., 2010).

Iterated Pictionary

Models of language need not be limited to the conventional idea of language as an 

auditory phenomenon. As such, a number of experiments have applied the iterated 

learning model to simple graphical languages in Pictionary-style games. For 

example, Theisen et al. (2010) demonstrated that iconic graphics for a number of 

concepts can become increasingly systematic and arbitrary (i.e. become 

symbolic), when passed back and forth in a closed group model of iterated 

learning. In this experiment, a ‘drawer’ had to express concepts, which adhered to 

a prespecified, structured meaning space, by drawing them, while a ‘guesser’ had 
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to infer their meaning. Over repeated iterations – the drawer and guesser 

switching roles after every six drawings – the participants converged on a shared 

language-like system. For example, concepts relating to farming all included a 

line with a blob at one end (a tree); concepts relating to school included a 

simplified chair shape; actions included squiggly lines. This simple experiment 

demonstrates one use of experimental models to show that efficient 

communication systems prefer (or rather, humans seem to have a preference for) 

systematic and arbitrary structures.

Galantucci (2005) has presented another graphical-based experiment in 

which two participants played a multiplayer video game, which required 

cooperation. The participants – physically separated – could communicate only by 

means of a novel channel that prevented the drawing of traditional symbols or 

icons. This channel functioned somewhat like a seismograph: a stylus could be 

moved remotely (on just one axis) over rolling paper, effectively allowing the 

participants to communicate open-endedly by drawing waves.

The experiment measured the success of the communication systems that 

emerged by how many points the pair of participants achieved in their 

collaborative tasks, and the results demonstrated that each successive pair scored 

progressively more points as the communication systems became progressively 

more fit for purpose. Importantly, the results also showed that communication 

systems have a preference for ‘sign forms that are perceptually distinct, easy to 

produce, and tolerant to variations’ (2005: p737).

Scaling it up

The previous two experiments had a relatively abstract relationship with human-
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language as we know it. More complex models, however, comprising large 

communities of agents have been also completed; these offer useful explorations 

of the dynamics involved in large populations of language users. Computational 

simulations, which were particularly prevalent when the field was still quite 

young, have proved particularly useful in modelling the dynamics of large 

communities by virtue of their scalability: with the necessary computing power, it 

is relatively easy to model linguistic evolution in populations of many thousands 

of agents.

Kirby (2002) presented an early in silico model which demonstrated the 

evolution of complex syntax as a byproduct of cultural transmission. Specifically, 

this experiment demonstrated the linguistic evolution of recursion  – considered to 

be a defining property of human language16. This simulation consisted of only a 

population of agents, and a prespecified meaning space. The agents had no innate 

sense of grammar, but did possess learning and generalization algorithms. For 

simplicity, each generation consists of just two language users – a speaker, and a 

listener. The simulation progresses with the two agents encountering x number of 

randomly selected meanings; if the speaker can express a given meaning, he does 

so, and the listener makes inferences as to how the signal relates to the meaning 

based on what he has learned so far; if the speaker cannot express a meaning, he 

randomly generates some string, and the listener attempts to integrate this into his 

grammar; eventually, the speaker ‘dies’, the listener takes his place, and a new 

listener is ‘born’, again with no innate sense of grammar; this is repeated through 

x number of iterations. Importantly, the meaning space included some verbs that 

could take a straight-forward nominal object (such as loves in Mary loves John, 
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and other verbs that could take an embedded clause as its object (such as says in 

Mary says {John loves Lisa}). In this way, the randomly selected meanings that 

were presented to the agents for expression could potentially be infinitely long, for 

example, Mary says John says Lisa says ... Paul loves Jane.

Initially, since the agents had no predefined language, they had to invent 

strings for entire propositions, for example jasdfpioewf might be invented to 

express the entire proposition Mary loves John. Gradually, however, over many 

generations of acquiring and generalizing, a linguistic system emerged to 

efficiently express any possible permutation of the infinite possible meanings by 

making use of compositionality and recursion. Significantly, this linguistic system 

was a product of cultural transmission combined with the agents’ learning and 

generalization biases; this validates the hypothesis presented in the previous 

chapter.

The human factor

The lack of a human factor in computational simulations has been their primary 

criticism. For instance, Bickerton has written ‘Powerful and potentially interesting 

though this approach is, its failure to incorporate more realistic conditions 

(perhaps because these would be more difficult to simulate) sharply reduces any 

contribution it might make towards unraveling language evolution’ (2007: p522). 

In response, Kirby et al. (2008) presented the first experiment with human 

participants to model the cumulative adaptation of language to cultural 

transmission. In so doing, they demonstrated that human learning biases, when 

applied iteratively to language through cultural transmission, result in languages 

that become increasingly compositional, and therefore increasingly learnable. 
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Importantly, since participants were unaware of the cultural nature of the 

experiment, the model also demonstrated that language could evolve without the 

explicit intention of any one individual.

In this experiment, participants were asked to learn words for fruit in an 

‘alien’ language. The model used a prespecified, structured meaning space – the 

possible fruit adhered to a strict three-dimensional paradigm: three colours, three 

shapes, and three movements, for a total of 27 fruit. In addition, signals of 

between two and four syllables were randomly generated, and assigned to each 

fruit. Essentially, the participants had to learn the language in three training 

sessions, and try to recall the signals in three tests (one following each session of 

training). There were two important twists, however: Firstly, each participant was 

exposed to only half (14) of the 27 fruit-signal pairs during training, but tested on 

all 27 in the final test (which was not explained to them). Since participants had 

access, therefore, to imperfect information, the experiment was able to confirm the 

hypothesis of earlier computational simulations, namely that languages adapt in 

response to an impoverished stimulus. Secondly, participants were unaware of the 

cultural nature of the experiment, which adopted the linear transmission model 

(that is, the output of one participant constituted the input of the following 

participant). In this way, the experiment modelled the cumulative adaptation of 

language in response to an impoverished stimulus over multiple generations of 

language user.

In their first experiment, Kirby et al. (2008) found that the artificial 

languages quickly succumbed to underspecification, degenerating from 27 signals 

to just a handful. In other words, participants applied one signal to many 

meanings. Importantly, however, this underspecification was systematic: for 
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example, one language used tuge for all fruit moving horizontally, and poi for all 

fruit moving in a spiral. While this made the languages progressively easier to 

learn over subsequent generations, and clearly demonstrated a human tendency to 

recognize and assign categories, it did not demonstrate the evolution of systematic 

compositionality; that is, the signals were not comprised of smaller units that 

could be recombined in different ways to express the meanings of the sum of their 

parts. 

It seems, then, that there are at least two mechanisms by which languages 

might evolve to become easier to learn: the first is by underspecification (fewer 

words assigned to broader meanings), and the second is by compositionality 

(many words – comprised of smaller expressive units – assigned to more specific 

meanings). Kirby et al. (2008) argued that the cause of rampant underspecification 

in the first experiment was a failure of the experimental paradigm itself: 

specifically, while there was a pressure to generalize the linguistic forms to a 

structured meaning space, there was no simultaneous pressure to minimize 

ambiguity / maximize expressivity. As such, Kirby et al. (2008) conducted a 

second experiment which included a mechanism to discourage underspecification, 

an analogue, if you like, of an environmental pressure for expressivity. This 

mechanism was a modification to the way a given language was divided into its 

14-strong ‘seen set’ – to which a participant was exposed in training – and its 13-

strong ‘unseen set’ – to which a participant was not exposed during the 

experiment. In the first experiment, this division was performed randomly, but in 

the second experiment, only unique words and one instance of duplicated words 

(selected randomly) could potentially enter the following participants seen set. 

This filtering process, therefore, ‘ensures that underspecification is an 
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evolutionary dead end’ (2008: p10684).

As a result of this modification, the expressivity of languages in the second 

experiment remained high (that is, there was significantly less underspecification). 

Importantly, however, the results showed that the languages became easier to 

learn as they were transmitted due to the development of compositionality. The 

paradigm of the most structured language to evolve is illustrated in figure 3.2. 

Observe that colour is expressed by the first morpheme (ne- | la- or le- |  re- or 

ra-), shape is expressed by the second morpheme (-ne- or -re- | -he- or -ho- | -ke- 

or -ki-), and movement by the third morpheme (-ki | -plo | -pilu)17. This structure 

is not entirely rigid; there are some slight deviations from the broad pattern, such 

as replo, repilu, and nepilu, which have no middle morpheme to express shape. It 

is interesting to note, however, that “logical”  forms of these three words might 

result in identical successive syllables: for example, replo might logically be 

expressed rereplo. Note also the existence of an irregular form – renana – which 

is an analogue of the irregularity we observe in natural languages.

In summary, Kirby et al. (2008) demonstrated that it is indeed possible to 
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Fig. 3.2   Paradigm of the most compositional language in Kirby et al. (2008)
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model linguistic evolution in the laboratory, and that language can adapt to 

become expressive, compositional, and systematic – without intentional design – 

under the pressures involved in cultural transmission. In the following chapter, I 

present a repeat of this second experiment with some new variables, thereby 

verifying the experimental paradigm.
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THE EXPERIMENT
T H E  C U MU L AT I V E ADAPTATION OF LANGUAGE

T H R O U G H C ULTURAL TRANSM ISSION

Reproducing the results of previous experiments, while perhaps tedious, is 

paramount to the scientific method. As such, I present here a repeat of the second 

experiment conducted by Kirby et al. (2008)18, which was briefly reviewed at the 

end of the previous chapter. In addition to verifying the overall methodology, this 

repeat has also adopted a number of novel or differing variables. In this sense, not 

only is the experimental paradigm verified, but the resilience of the approach is 

tested too. There is little benefit in reiterating the theory, which has been the 

subject of this dissertation, or basic methodology, which has been presented 

above19; instead we might begin with a summary of differences between the 

present experiment and Kirby et al.

18 Referred to within this chapter as simply ‘Kirby et al.’.

19 See appendix 4, which provides an explicit description of the experimental methodology used 
here.



Summary of differences

1. The most salient difference is the incorporation of the auditory mode. During 

training, the fruit names (herein strings) were presented alongside the fruit images 

both visually – as alphabetical characters – and acoustically by means of a 

computationally synthesized voice (herein vocalizations). See appendix 3 for the 

explicit procedure. The motivation here is to more accurately represent human 

language, which is foremost a spoken medium of communication.

2. Like Kirby et al., we adopt here a three-dimensional, structured meaning-

space of fruit, each of the three attributes having three possible values. We differ, 

however, on two accounts: the colour yellow is used instead of black, and number 

is used instead of movement. The meaning-space therefore comprises three shapes 

(square, triangle, or circle), three colours (red, yellow, or blue), and three numbers 

(one, two, or three) for a total of 27 possible fruit. Consequently, the fruit images 

are also different, although they retain an abstract quality (see appendix 2). The 

motivation here is to test the human reaction to a different set of stimuli.

3. The present experiment also uses a different syllabary from which the 

initial strings were concatenated. Specifically, where Kirby et al. generate the 

initial holistic languages from nine syllables, the present experiment generates 

from a syllabary of 28. See appendix 2 for the explicit methodology. The 

motivation here is to test what impact a different signal-space has on the 

experimental approach.

4. The procedure involved in the transmission bottleneck is subtly different 

in the present experiment. Specifically, Kirby et al.’s procedure for assembling the 

‘seen set’ is to randomly select 14 fruit first from the previous participant’s output, 

and then remove all but one token of duplicate strings. The procedure used here is 
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to remove all but one token of duplicate strings from the 27-string output first, and 

then randomly select 14 fruit to constitute the following participants ‘seen 

set’ (see appendix 4). Kirby et al.’s procedure results in participants being exposed 

to varying numbers of seen fruit (14 being the maximum), while the present 

procedure has the advantage that each participant is exposed to a seen set of equal 

magnitude.

Differences 1 and 4 mean that participants in the present experiment were 

exposed to a less impoverished stimulus: the introduction of vocalizations makes 

the fruit easier to remember, and the modified transmission bottleneck results in 

participants tending to learn from a larger dataset. In previous chapters, the 

impoverished stimulus has been shown to place pressure on linguistic evolution; 

the less impoverished stimulus used here should, therefore, lead to a slower pace 

of linguistic evolution. Differences 2 and 3 are simply variations on the signal- 

and meaning-space, and should theoretically have little impact on the outcome of 

the experiment. These two hypotheses – in addition to the broader hypotheses of 

Kirby et al. – will be explored below.

Design of experiment

Thirty participants were recruited to take part in an ‘alien language experiment’20. 

They were predominantly undergraduate students, and therefore form a relatively 

homogeneous group. There were no prerequisites other than a minimum age of 18 

years (for ethical reasons). No personal data were collected, although sex was 

recorded (the female-male sex ratio was 16:14). Participants were given written 

and verbal instructions, which portrayed the experiment as a simple memory game 
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(see appendix 1). Importantly, the participants were not told about the cultural 

nature of the experiment, and were not primed to recognize or produce linguistic 

structure. Having received instructions, participants were left alone at a computer 

terminal to execute the experiment, which typically took around 20 minutes to 

complete.

Three separate diffusion chains were run – chains A, B, and C. In each 

chain, an artificial language was diffused down a line of ten participants, 

representing ten cultural generations. Each chain was initiated with a separate   

27-word language, which was randomly generated by a simple computer program 

(see appendix 3). Each participant was randomly assigned to one of the three 

chains, and acquired a language is one session; his linguistic output – having 

passed through the transmission bottleneck – became the linguistic input for the 

following participant in that chain, who again acquired the language in one 

session (and so forth). A session comprised three periods of training, each 

followed by a period of testing. During training, participants were presented with 
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each fruit image from the seen set, and its associated string onscreen for five 

seconds (see figure 4.1), and heard the vocalization of the string over a set of 

headphones. During testing, the participant was exposed to the fruit images only, 

and had to respond by entering their associated strings.

According to the theory presented herein, and results of Kirby et al., the 

initially random languages should become easier to learn due to increased 

compositionality. To measure learnability, we follow Kirby et al. and calculate a 

measure of intergenerational transmission error based on the mean normalized 

Levenshtein edit distance between the strings in a given participant’s output and 

the corresponding strings in the previous participant’s output. This measure is 

given over the interval [0,1], where 0 means there was no error (i.e. the language 

was highly learnable), and 1 means maximal error (i.e. the language was very 

difficult to learn). To measure compositionality, we again follow Kirby et al. and 

calculate a Pearson’s product-moment correlation coefficient of meaning and form 

for each participant’s output; by applying Monte-Carlo techniques, it is possible to 

measure the extent to which the alignment between meaning and form differs 

from what you would expect to see in a random alignment. As such, this measure 

is an estimate (based on 10,000 simulations), where ~0 means a random 

alignment, and ~18.5 means perfectly compositional. To put this measure in 

context, the English language scores ~16.6 (if measured phonemically), and ~17.8 

(if measured graphemically)21. Full details of these statistical methodologies can 

be found at appendix 5.
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Results

As conjectured, the initially random languages of diffusion chains A, B, and C 

tended to become easier to learn over the course of ten generations. Figure 4.222 

shows our measure of transmission error over the course of the experiment. For 

example, the first participant in diffusion chain B (participant B1) had an error 

score of 0.7 (i.e. 70% error), but the tenth participant in that same chain 

(participant B10) had an error score of 0.15 (i.e. 15% error). It is clear, therefore, 

that the languages become easier to learn as the experiment progresses. On 

average transmission error fell by 0.04 (4%) with each successive generation from 

an average of 0.66 (66%) at generation 1 to an average of 0.31 (31%) at 

generation 10.

Figure 4.3 shows our measure of compositionality over the course of the 
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experiment. For example, the randomly generated language in chain B (B0) had a 

compositionality score of ~0 (i.e. random), but the tenth participant in that same 

chain (B10) had a compositionality score of ~6.9. In addition, it is clear, therefore, 

that the languages become more compositional as the experiment progresses. On 

average, compositionality rose by ~0.05 with each successive generation from an 

average of ~0.2 at generation 0 to an average of ~4.6 at generation 10.

Note that our secondary hypotheses, which apply specifically to the present 

experiment, are also confirmed: Firstly, while transmission error correlates very 

closely with Kirby et al.23, compositionality evolved to approximately half the 

extent24. This can be explained by the addition of the auditory mode and slightly 

increased exposure to the fruit stimuli (see differences 1 and 4 above), which 
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Fig. 4.3   Level of compositionality over 10 generations of language learner
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seem to make the languages easier to learn without introducing compositionality. 

Secondly, the modified signal- and meaning-spaces (see differences 2 and 3 

above) seem to have had little effect on the ability for compositionality to form. 

We can demonstrate this by looking more closely at the compositional languages 

that evolved. Figure 4.4 illustrates how the linguistic signals map on to the 

meaning-space in the language of participant B9 (c-score: ~7.6). Shape is 

expressed by the first morpheme: pi- or do- in most cases of square fruit; pa- or 

po- in the case of triangular fruit; and ro- in all cases of circular fruit. Colour is 

not obviously expressed by any component, although final -ni tends to occur more 

often among red fruit, while final -na tends to occur among blue and yellow fruit 

(especially noticeable among the circular fruit). Number is also not obviously 
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expressed, but, interestingly, this language seems to mark a singular-plural 

dichotomy: the middle morpheme marks the singular with -ni- and the plural with 

-ti- (again this is especially noticeable among the circular fruit).

The most compositional language in chain A (A7, c-score: ~6.3) is 

illustrated in figure 4.5. Here shape tends to be expressed by the first morpheme 

(sep- |  fer- | spe-), but colour and number have no obvious related morphemes. 

Other tentative patterns may be observed, such as -doku at the end of blue fruit (or 

arguably a plural marker). The most compositional language in chain C (C8,       

c-score: ~5.9) is illustrated in figure 4.6. Here colour tends to follow the pattern   

(-puni | -puri | -spuri); number tends to follow the pattern (NULL | kiki- | piki-); 

while shape has no obvious expression.

Discussion

It must be stressed that the structures that have emerged here are very tentative; 

the languages that evolved are not particularly compositional in comparison with 

those that emerged in Kirby et al.25. The tabulation in figure 4.7 contextualizes the 
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Fig. 4.6   Paradigm of the language of participant C8
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results produced in the present experiment (marked in bold type) alongside other 

experiments (roman type), and theoretical languages (italic). Of particular note, is 

the result of Seyfarth, who has also recently completed a replication of the this 

experiment at Northwestern University26. His version of the experiment is very 

similar to the one presented herein in that it makes use of the auditory mode; the 

central difference is that his experiment has been conducted entirely orally 

(including testing). Crucially, the addition of the auditory mode does seem to have 

affected the evolvability of compositionality (since his experiment peaked at 

~7.1), offering some early, anecdotal evidence for the hypothesis that the addition 

of the auditory mode enriches the stimulus, thereby reducing the pressure for 

linguistic evolution.

Indisputably, however, the present experiment has shown an increase in 

learnability over the course of ten generations (demonstrated particularly by figure 

4.2 above). This is in line with the results produced by Kirby et al. and lends 

support to their data. The results of this experiment have also demonstrated a 
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Fig. 4.7   Summary and Contextualization of the c-scores

Language C-score

Perfectly compositional ~18.5

English (graphemic) ~17.8

Kirby et al. overall peak (◇9) ~13.3

Peak in chain B (B9) ~7.6

Seyfarth overall peak (F9) ~7.1

Peak in chain A (A7) ~6.3

Peak in chain C (C8) ~5.9

Perfectly holistic ~0



preference for labelling shape over colour or number (shape morphemes tended to 

be more distinct)27, and also a preference for distinguishing a singular and plural, 

rather than a singular, dual, and trial28. These facts could find explanations in the 

the innate cognitive learning biases, or be a matter of interference from the 

participants’ mother-tongues. Either way, it is clear that the diffusion chains of the 

present experiment should be extended by five or ten generations to provide more 

useful data: such an extension would allow us to observe whether or not c-scores 

continue to rise (at the same, slower, or faster pace). The results here, however, 

suggest that once learnability reaches some crucial point, there is little pressure 

for compositionality to continue to emerge. In other words, once a language is 

sufficiently learnable, its rate of evolution will slow considerably, since language 

users can rely on their memory of semi-holistic signals. This could have important 

consequences in the chunking versus parsing debate29: these results suggest that, 

once a language has become sufficiently learnable, subsequent generations will 

prefer memory-intensive chunking of semi-holistic signals over processor-

intensive parsing of compositional signals.

This experimental paradigm has great potential for expansion in future 

experiments. For example, what effect might the use of spaces between the 

syllables of the strings have30? Presumably this would make the individual 

substrings, the sum of which expresses the full meaning, more pronounced, 

making the connection between signal and meaning more obvious. The addition 

39     CHAPTER FOUR : THE EXPERIMENT

27 Cf. literature on the importance of shape in early lexical learning (e.g. Landau et al., 1988).

28 Exhibited e.g. in the pronouns of some Austronesian languages (Haspelmath et al. 2005: 163).

29  See e.g. Bannard et al. (2009) for some recent literature on chunking in child language 
acquisition.

30 I.e. treating the syllables as lexemes rather than morphemes.



of instant feedback during testing, perhaps in the form of an ‘alien’ face that 

smiles or frowns (representing comprehension and non-comprehension) when an 

answer is right or wrong, could add an interesting dynamic, presumably enriching 

the stimulus. Experiments on participants of other languages would provide 

interesting information on the extent to which one’s mother-tongue affects second 

language learning. More broadly, it would be interesting to apply this method to 

the verb, and observe whether on not systems such as tense, or personal inflection 

emerge. One could, even, apply to the method to entire propositions, 

demonstrated, for example, in Kirby (2002)’s computational simulation reviewed 

above. Other interesting experiments might turn the experiment on its head, and 

begin with a fully compositional language, and test the impact of a variety of 

impoverishments. The possibilities are really quite exciting; and no-doubt you 

yourself can think of many more.

Conclusions

In summary, the present experiment supports the theory presented in this 

dissertation, and in the literature more broadly, showing that compositionality can 

emerge over repeated cycles of acquisition and expression. In addition, the present 

experiment supports the methodology of the experimental paradigm; the results 

have suggested some practical points to do with the auditory channel, and 

theoretical points to do with chunking.

Although compositionally did not develop as fully as it did in Kirby et al., 

the results are compatible with the general theory presented herein; after-all, 

natural languages only possess compositionality to a point, beyond which 

language continues to operate functionally, and expressively. The most important 
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point is that compositionality can evolve culturally to aid learnability in response 

to the poverty of the stimulus. In the following, and final, chapter, it is 

extrapolated that the evolution of compositionality as a result of cultural 

transmission could explain, at least in part, the emergence of language itself.
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ON THE EMERGENCE

OF LANGUAGE

So far, little has been said of how the linguistic evolution of compositionality can 

be expanded to explain the complexities of human language, but this is precisely 

what has been argued by a growing number of linguists.

It is known that primates have arbitrary (but culturally learned) calls to 

express simple meanings31. In addition, primates have also been shown to make 

links between sign and referent. If we assume32 that the early ancestors of humans 

had a similar cognition in place, we can imagine that such calls might form the 

basis of language. The central question is, however, how could compositional 

syntax evolve from single-unit calls?

Let us begin by imagining that some archaic, pre-linguistic community of 

31 These meanings may be of a social nature (see e.g. Laporte and Zuberbühler, 2010), or warning 
calls signalling nearby predators (see e.g. X)

32 This is no great leap of faith: it also known that lower animals, such as songbirds, bats, and 
cetaceans, also acquire and use learned communication systems (Jarvis, 2004: p2).



human-ancestors had a warning call for leopards – gaka33; a warning call for 

snakes – pudu; and a call for baboons – didi. One analysis of these calls might 

assert that each call is equivalent to, what we might term, a word: so gaka means, 

leopard, and so forth. An alternative analysis, however, might assert that these 

calls are non-compositional signals for entire propositions (i.e. holophrases): so 

gaka means, a leopard is roaming nearby!. Essentially, what we are saying here is 

that our primate community is already expressing complex propositions before 

proto-language even got started. Crucially, however, these holophrases map (in 

their entirety) to propositions (in their entirety); their linguistic system is closed to 

open-ended expression, and they may only express meanings that have a 

predefined, socially (or genetically) endowed call. Put another way, their linguistic 

system lacks compositionality.

It has been shown in previous chapters that compositionality can emerge out 

of a holistic communication system by means of cultural transmission, and under 

pressure from the poverty of the stimulus. If we assume that our primate 

community possesses the cognition for imitation and cultural transmission, and 

that they possess a holistic communication system, all that is left to explain is the 

pressure required for compositionality to emerge34. This is the argument of Wray 

(2000), and she suggests broadly that, as such a community acquired more and 

more holophrases, a pressure emerged in response to their limited memory 

capacity (which we might assume to be smaller than ours). This resulted in the 

segmentation of the linguistic units – as has been demonstrated in a variety of 
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33 There is no significance to the 2-syllable, phonemic, CV structures used here; representations 
are for simplicity.

34 Assuming also that this community had evolved cognitive processes for processing sequences, 
and identifying patterns, which are demonstrated e.g. in primate tool usage.



experimental and computer models – into what we might recognize as morphemes 

or lexemes35. Bickerton refers to this process as the ‘decomposition of 

holophrases’ (2007: p522), and this could provide some clue as to the emergence 

of linguistic structure, since repeated cycles of acquisition, cultural transmission, 

and natural selection (cf. chapter 2) could gradually give rise to ever more 

complex syntax.

Interesting research that might support claims along this line comes from 

Lupyan and Dale (2010), who conducted an analysis of over 2,000 languages. 

Their analysis has shown that morphological complexity correlates with the size 

of language populations: small populations tend to have languages with complex 

inflectional morphology, while large populations tend to have languages with 

simpler inflectional morphology. Specifically, they show that large language 

populations tend to rely on lexical strategies, where small populations tend to rely 

on morphological ones. This could suggest that synthetic languages are less 

linguistically “evolved” than analytic languages, since a smaller population will 

result in a slower pace of linguistic evolution.

In effect, it is argued that the traditional view of linguistic evolution should 

be turned on its head. This traditional view suggests – by allusion to the way in 

which children appear to learn languages – that humans began with morphemes, 

combined these and got lexemes, combined these and got phrases. combined these 

and got clauses, and so forth. Our alternative view, however, is that language 

begins with a single unit expressing an entire clause, and through linguistic 

evolution this unit is successively decomposed into smaller and smaller units.

*    *    *
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35 The distinction between which is not particularly distinct; consider how lexemes run into each 
other in connected speech acts.



In chapter one, we saw how the nativist arguments of Generative linguistics 

appeal to a deduction a priori in order to explain two phenomenon: namely, quick 

and productive acquisition, and the existence of linguistic universals. In chapter 

two we looked at the fleshed-out adaptionist account for an innate, specialized 

language faculty, but problems therein led us to the exaptionist model, which 

suggests a more generalized cognition that had been developing in the background 

for millions of years. Exaptionism is a useful account because it allows for both 

gradual natural selection (of generalized cognitive machinery over millions of 

years) followed by a sudden surge of linguistic activity, once the right genetic 

modifications were in place. Thus it is compatible with both the gradual and 

sudden theories of language evolution, bridging what has been presented as a 

strictly incompatible dichotomy.

Exaptionism depends on the idea of cultural transmission leading to 

linguistic evolution, and in chapter three we saw a relatively new approach to 

linguistics, which involves making computational or experimental models. This 

was followed by chapter four, in which I tested one particular model – and the 

linguistic theory more generally – the results of which could have useful 

implications for future experiments. Finally in chapter five, we have briefly seen 

how the society hypothesis can explain the emergence of language, once a number 

of other human conditions were in place.

There is, however, a great deal more to be done. An explanation for 

language origins has eluded us since the classical philosophers, or perhaps even 

longer. But in recent years, many highly convincing arguments have been put 

forth, and it is my personal opinion that the truth will have a place for them all.
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APPENDIX 1 : EXPERIMENT BRIEF

Alien fruit experiment
Brief

Welcome to Stella Fructa in a galaxy  far, far away. This planet is 
inhabited by  an intelligent alien life form with its own language, and 
we need you to learn some words from this language as best you 
can.

The words you are going to learn are for alien fruit. Itʼs a difficult task: 
the language is quite unlike ours, and their fruit are quite different too. 
But donʼt feel alarmed: these aliens know  how challenging the task is, 
and they will try their best to understand what you say.

You will be shown pictures of alien fruit, and below these you will see 
their names. The computer will also say  the name out loud. As well as 
teaching you the words, the aliens will also test your knowledge by 
showing you pictures and asking you to type in the correct names.

Donʼt worry  if you feel you have not yet mastered the language. The 
aliens are very patient, and the most important thing is to maintain 
good relations with them by giving it your best shot. Always give an 
answer, even if you know itʼs wrong; that way the aliens will know you 
are trying.

There are three rounds, and in each round there will be a period of 
training followed by  a period of testing. During the training periods 
you will see each fruit twice, and they will be presented in a random 
order. During the testing periods you will only  be presented with the 
fruit, and you must enter its name as best as you can remember.

You will be given the opportunity to take a break between each round.

Good luck!

Adapted from Kirby et al. (2008: supporting information, p1). This was reinforced 
by verbal instructions to the same effect.
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APPENDIX 2 : VISUAL STIMULI

48     APPENDICES

1	
 	
 	
    2	
 	
 	
 	
 3

4	
 	
 	
    5	
 	
 	
 	
 6

7	
 	
 	
    8	
 	
 	
 	
 9

10	
 	
 	
    11	
 	
 	
 	
 12

13	
 	
 	
    14	
 	
 	
 	
 15

19	
 	
 	
    20	
 	
 	
 	
 21

22	
 	
 	
    23	
 	
 	
 	
 24

16	
 	
 	
    17	
 	
 	
 	
 18

25	
 	
 	
    26	
 	
 	
 	
 27



APPENDIX 3 : LINGUISTIC STIMULI

The initial arbitrary holistic languages of 27 strings were generated randomly 

under the following constraints: each string could have between two and four 

syllables (chosen at random); each of these syllables consisted of 2 letters – a 

consonant and a vowel; consonants were selected randomly from a set of seven 

consonants (d, f, k, n, p, r, s); vowels were selected randomly from a set of four 

vowels (a, i, o, u)36.  Thus there were initially 28 possible syllables (7 ×  4), and, 

therefore, 637,392 possible two-, three-, or four-syllable strings (282 + 283 + 284).

These written forms were accompanied by vocalizations, which were 

synthesized computationally. Specifically, the strings were translated into 

machine-readable phonemes (to a consistent phonology with primary stress placed 

on the penultimate syllable). These were passed through Apple’s MacinTalk 

speech synthesizer using the ‘Alex’ voice, which rendered a sound file of the 

articulation. Finally, the resultant sound file was checked by a human for its 

phonetic accuracy; occasionally slight modifications were necessary (vowel 

lengths etc.) to create a natural rendering.
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36 Letters that have an ambiguous pronunciation according to English orthography – for example, 
c, e, j, x, etc – were avoided in the initial generation-0 languages, but could, of course, naturally 
develop over the course of the experiment. Where they did develop, they were assigned a 
consistent phonological value.



APPENDIX 4 : EXPERIMENT REGIMEN

Each initial language, consisting of 27 string-image pairs, was randomly divided 

into two sets: a seen set of 14 string-image pairs, which would be taught to the 

participant during training; and an unseen set of 13 string-image pairs, which 

would not be taught.

The experiment was conducted in three rounds; each round consisted of a 

training session, followed by a test. In round one training, each of the 14 seen fruit 

were presented twice in a random order. Each fruit image was presented for five 

seconds along with its corresponding string. This was accompanied by a vocal 

pronunciation of the string over a set of headphones. In the round one test, the 

participant was presented with the image for each of 13 fruit (7 randomly selected 

from the seen set, and 6 randomly selected from the unseen set), and prompted to 

type its name37.

Round two was conducted in much the same way as round one, with the 

exception that the test consisted of 14 fruit (the remaining 7 fruit from the seen 

set, and the remaining 7 fruit from the unseen set). In this way, the participant was 

exposed to every one of the 27 fruit images at least once during the first two 

rounds, but only taught the strings of the 14 seen fruit. In round three, the training 

was conducted as before, but the test comprised all 27 fruit presented in a random 

order.

The answers provided in this final test constituted the language to be taught 

to the following participant, which was redivided into a seen and unseen set. This 

redivision also underwent a filtering process in order to form a seen set that 

contained only unique strings. Specifically, all uniquely named fruit were placed 

into a potential pile; where a single string had been provided for more than one 

image, only one token (selected randomly) from a set of duplicated strings was 

added to the potential pile. The potential pile therefore consisted only of fruit with 

unique strings. From this pile, 14 were randomly selected to constitute the seen 

set.
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APPENDIX 5 : STATISTICAL MEASURES

Measure of transmission error

The mean edit distance between the strings in a participant’s output and the 

corresponding strings in the previous participant’s output gives us a measure of 

intergenerational transmission error, and is given by

where error e for generation i is the sum of the normalized Levenshtein edit 

distances38  (between string s for meaning m in generation i and string s for 

meaning m in generation i–1 (the previous generation)) for each meaning m in the 

set of meanings M, multiplied by 1 over magnitude |M|. Thus ei, expressed within 

the interval [0,1], is our measure of intergenerational transmission error, where 0 

is no error, and 1 is maximal error.

Measure of compositionality

A Pearson’s product-moment correlation coefficient of string meaning and string 

form gives us a measure of the degree to which similar meanings are expressed by 

similar forms in a given participant’s output, and is calculated as follows: the 

normalized Levenshtein edit distance is computed for each of the 351 possible 

pairings39 of strings in the 27-string output; then a simple hamming distance40 is 

computed for each of the corresponding 351 pairs of meanings; finally we 

correlate the edit distances with the corresponding hamming distances to obtain a 

measure of compositionality expressed within the interval [-1,1], where -1 is a 

ei =
1

| M |
�

m∈M

LD(smi , smi−1)
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38 The Levenshtein edit distance is the minimum number of additions, deletions, or substitutions 
required to turn one string into another. To normalize this distance we divide by the length of the 
longer string. E.g. the Levenshtein distance between pisa and posaf is 2, since it requires 1 
substitution, and 1 addition. We normalize this by dividing by 5 (the length of posaf), giving a 
normalized Levenshtein distance of 0.4.

39 272 – 27 (since we do not need to pair fruit 1 with fruit 1, etc.) ÷ 2 (since we do not need to pair 
both 1 with 2, and 2 with 1, etc.) = 351

40 The hamming distance is the number of differing fruit attributes between two fruit. E.g. if a pair 
of fruit differ in just one attribute, say colour, the hamming distance is 1; if a pair of fruit differ in 
three attributes – colour, number, and shape – the hamming distance is 3, etc.



negative correlation, +1 is a positive correlation, and 0 is random. Pearson’s 

product-moment correlation coefficient is given by

where the correlation coefficient ρ is defined as the covariance of the hamming 

distances X and the edit distances Y over the product of their standard deviations. 

To measure significance, we compute the correlation coefficients of 10,000 

randomized permutations of the participant’s output41, and calculate their standard 

deviation given by

where the standard deviation σ is the square root of the sum of the correlation 

coefficient x, for each randomized permutation p in the set of 10,000 permutations 

P, minus the mean μ of the set of coefficients X, squared. The standard score, 

which is used as our final measure of compositionality, is defined as the number of 

standard deviations that the participant’s veridical coefficient lies above (or 

below) the mean coefficient for the 10,000 randomizations, and is given by

where the standard score z is the participant’s veridical coefficient x minus the 

mean μ of the coefficients of the randomized permutations over their standard 

deviation σ.

ρX,Y =
E[(X − µX)(Y − µY )]

σXσY

σ =

��

p∈P

(xp − µX)2

z =
(x− µ)

σ

52     APPENDICES

41  I.e. we produce a Monte Carlo sample, since computing 27! (= 10.9 octillion) correlation 
coefficients, which would take my laptop computer about 12 billion billion years, would be 
impractical.
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